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Abstract

Machine learning techniques can be used to mine trends in data sets.  This paper reports findings mined from data collected in a card sorting exercise performed by beginning Computer Science students and their professors.  Participants sorted 26 cards with Computer Science-related concepts written on them into groups based on their understanding of the concepts.  An application was developed to mine overarching trends in the way the participants sorted the cards.  These trends were expressed in the form of disjunctive association rules.  The application generated an initial set of association rules and then used genetic programming techniques to evolve them into rules with high support and confidence.  When the card sorting data were segmented according to the achievement level of the participant, differences in the number of association rules produced by each group could be observed.  This information, along with the actual association rules, can be used to present Computer Science concepts more effectively to beginning Computer Science students.
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1.  Introduction

1.1 genetic programming

Genetic programming is a technique for optimizing solutions to problems.  The optimization process is guided by the theory of evolution.  The program begins with a proposed solution generated either randomly or by more sophisticated means.  This solution is represented in tree format.  The program evolves the solution tree via mutations on its nodes.  In most genetic programs, a population of proposed solutions is present.  This introduces the possibility of a crossover operation, in which two trees swap randomly selected subtrees to generate two new solution trees.  The quality or fitness of a solution is determined by a fitness function.  This function is tuned to the problem at hand based on the attributes a good solution should have.  The probability that a given solution will be selected for mutation or crossover should be proportional to its fitness.  A Roulette Wheel approach can be employed to weight the likelihood of reproduction in favor of more fit solutions.  Over the course of several generations, the characteristics of fit solutions become prominent throughout the population, and the characteristics of unfit solutions die out.  Upon termination of the program, the population will consist of optimized solutions.  Genetic programming is particularly useful for solving problems in which the desired solution is a logical or arithmetic operation relating data items.  

1.2 association rules
Two logic trees like those used in genetic programming can be used to form association rules.  An association rule is composed of an antecedent, a, and a consequent, c.  An association rule takes the form, "If a, then c," where a and c both evaluate to boolean values.  Association rules are often mined from vast data sets to discover relationships among the data.  For example, a university registrar might mine the following association rule from student records: "If a student takes Latin American History, the student also takes Spanish."  The support for this rule is the percentage of students who fulfill both the antecedent and the consequent.  That is, it is the percentage of students who take Latin American History and Spanish.  The confidence for this rule is the percentage of students who fulfill the antecedent who also fulfill the consequent.  That is, it is the percentage of students who take Latin American History who also take Spanish.  

A conjunctive association rule uses the boolean AND operator to relate data.  For example, "If a student takes American History and European History, then the student takes Middle Eastern Politics and International Relations.”  Mata, Alvarez, and Riquelme mined conjunctive association rules using a genetic algorithm.1  A disjunctive association rule introduces the boolean operators OR and exclusive-or, or XOR:  If a student is majoring in Math or Computer Science, the student takes English Composition XOR Rhetoric.  Nanavati, Chitrapura, Joshi, and Krishnapuram used an algorithm called “Thrifty-Traverse” to mine disjunctive association rules.2  

This research used disjunctive association rules to analyze a card sorting exercise performed by beginning Computer Science students and their professors.  Each subject was given 26 cards.  Each card had a Computer Science-related concept written on it (Table 1).  The subject was instructed to sort the cards into groups.  He/she was allowed to use any criteria to form the groups provided that every card was placed in exactly one group.  When the cards were sorted and the groups recorded, the student repeated the exercise until he/she ran out of ways to sort the cards.  The student assigned a name to each group and to the overall sort.
Table 1: cards used

	1 function
	8 if-then-else
	15 encapsulation
	22 tree

	2 method
	9 boolean
	16 parameter
	23 thread

	3 procedure
	10 scope
	17 variable
	24 iteration

	4 dependency
	11 list
	18 constant
	25 array

	5 object
	12 recursion
	19 type
	26 event

	6 decomposition
	13 choice
	20 loop
	

	7 abstraction
	14 state
	21 expression
	


The goal of this experiment was to understand how beginning students relate Computer Science concepts.  To express these relationships, disjunctive association rules were generated using the Ramped Half and Half method.3  A genetic program then evolved the initial association rules to form rules that accurately described relationships among the data.    

2.  Methodology

A pair of logic trees represents each disjunctive association rule.  The first tree contains the operators and cards present in the antecedent, and the second tree contains the operators and cards present in the consequent.  The leaves in the trees are cards; the nodes in the trees are operators.

2.1  operators

Five logical operations can be applied to the cards:  GAND and GXOR, the "G operators," and SAND, SOR, and SXOR, the "S operators."  Each operates on two arguments.  The truth of the logic tree on a particular sort is determined by evaluating the tree in a depth-first manner.  Leaves of the tree simply return the identifier of the group in which they were placed.  The notation a.group is used to indicate the group identifier of a card a in a particular sort.

G operators relate cards within groups.  The GAND operator determines whether or not the cards are in the same group within the sort.  The GXOR operator determines whether or not the cards are in different groups within the sort.  The evaluation of a G operator returns a pair (truth, witness) where truth is the truth value of the node and witness is the set of group identifiers witnessing the truth of the evaluation (or null if the truth value is false).  For node a, the notation a.truth and a.witness is used to refer to these values.  
The GAND operation can be applied to any combination of cards, GANDs and GXORs., with the exception of two GXORs.  The GXOR operation can be applied to any combination of cards, GANDS and GXORS.  Neither G operator can be applied to an S operator.  

The exact semantics of the G operators are as follows:

· For cards a and b, a GAND b is true iff a.group = b.group.  The witness is a.group.

· For card a and GAND node b, a GAND b is true iff b.truth is true and a.group = b.witness.  The witness is b.witness.  b GAND a is defined identically.  

· For GAND nodes a and b, a GAND b is true iff a.truth is true, b.truth is true, and a.witness = b.witness.  The witness is a.witness.  

· For cards a and b, a GXOR b is true iff a.group ≠ b.group.  The witness is the list {a.group, b.group}.

· For card a and GXOR node b, a GXOR b is true iff b.truth is true and a.group ( b.witness.  The witness is b.witness ( {a.group}.  b GXOR a is defined identically.

· For GXOR nodes a and b, a GXOR b is true iff a.truth is true, b.truth is true, and a.witness ( b.witness = (.  The witness is a.witness ( b.witness.
· For card a and GXOR node b, a GAND b is true iff b.truth is true and a.group ( b.witness.  The witness is a.group.  b GAND a is defined identically.

· For GAND node a and GXOR node b, a GAND b is true iff a.truth is true, b.truth is true, and a.witness ( b.witness.  The witness is a.witness.  b GAND a is defined identically.

· For card a and GAND node b, a GXOR b is true iff b.truth is true and a.witness (b.witness.  The witness is b.witness ( {a.group}.  b GXOR a is defined identically.

· For GAND nodes a and b, a GXOR b is true iff a.truth is true, b.truth is true, and a.witness ≠ b.witness.  The witness is {a.group, b.group}.

· For GAND node a and GXOR node b, a GXOR b is true iff a.truth is true, b.truth is true, and a.witness (b.witness.  The witness is b.witness ( a.witness.  b GXOR a is defined identically.

The S operators relate groups within sorts.  They are applied to G operators and S operators, and they return only a boolean value.  SAND, SOR, and SXOR can be intuitively equated with logical AND, OR, and XOR, respectively.  Their exact semantics are as follows:

· For any two non-card nodes a and b, a SAND b is true iff a.truth is true and b.truth is true.

· For any two non-card nodes a and b, a SOR b is true iff a.truth is true, b.truth is true, or both are true.

· For any two non-card nodes a and b, a SXOR b is true iff exactly one of a.truth and b.truth is true.

To understand the need for both S and G operators, consider the following hypothetical rule:

If there exists a group that contains RECURSION and TREE and there exists a group that contains LOOP and ITERATION, then there exists a group that contains FUNCTION exclusive-or METHOD exclusive-or there exists a group that contains SCOPE exclusive-or THREAD.

Regular AND, OR, and XOR operators cannot be used to write this rule.  The rule's antecedent and consequent are shown in Figure 1 in tree form.
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Figure 1: Antecedent (left) and consequent

One possible interpretation of this rule is, “If there exists a group that contains RECURSION and TREE and LOOP and ITERATION, then there exists a group that contains FUNCTION exclusive-or METHOD exclusive-or SCOPE exclusive-or THREAD.  However, this is not the original rule.  The problem is that there is no way to distinguish between operators that group cards and operators that group groups.  Therefore, S operators and G operators were created to provide this distinction.  There was no need for a GOR operator.  The tree “TREE GOR RECURSION” means, “There is a group that contains TREE or RECURSION.”  This will always be true because every card is in a group.  Therefore, GOR is superfluous.

2.2 legality

The creation of these operators introduced the notion of legality of trees and rules.  Within a tree, for example, a G operator cannot be placed above an S operator; this has no logical meaning.  This tree is automatically marked as an illegal tree.  Furthermore, a possible tree might be, “TREE SAND RECURSION SAND LOOP….”  In prose, this translates into, “There is a group that contains TREE, and there is a group that contains RECURSION, and there is a group that contains LOOP….”  This rule is always true, but it is useless because it contains no meaningful information.  Therefore, trees containing S operators that have cards for children are marked as illegal.  Illegal trees receive low fitness values so that they may quickly die out.  Furthermore, for this research it was undesirable to have cards appear twice within a given rule.  Although these trees are not marked as illegal, they automatically receive low fitnesses so that they do not propagate.

2.3 evolution

The genetic operations selection, mutation, and crossover guide the evolution of each rule.  Selection of rules is based on the Roulette Wheel approach, where each rule’s chances of selection are based on its fitness.  Once selected, rules are either mutated or crossed over.  Because the population of rules could converge on a single, optimal solution, a rule is saved once it reaches user-specified fitness and confidence thresholds.  For the purposes of this research, it was desirable to keep many good solutions and not merely one optimal solution.

Mutation of a rule takes one of three forms: A new card may replace an existing card.  A new operator may replace an existing operator.  A new sub-tree may replace an existing sub-tree.  

Crossover operates on two rules.  A sub-tree is selected from either the antecedent or the consequent of each rule.  Then the sub-trees are swapped, creating two new rules.  

2.4 evaluation

Once a tree has been created, it must be evaluated according to a fitness function.  First, each rule is tested against each sort via a depth-first application of the antecedent and the consequent.  Then five factors are used to determine the fitness of a rule.  

The first factor is support.  It is a value between 0 and 100.

The second factor is confidence.  It is a value between 0 and 100.  

The third factor is the percentage of operators that are G Operators.  It is a value between 0 and 100.  The user specifies a range of acceptable percentages.  Rules within this range receive all 100 points.  Rules that are not within this range receive no points.  

The fourth factor is based on the number of unique cards used.  It is a value between 0 and 100.  The user provides a lower and upper bound on the number of cards he/she would like each rule to incorporate.   Let the lower bound be called low, and the upper bound be called high.  If the number of cards used in a tree is n, the score is given by
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where all division is integer division.  This allows rules that have more cards and are still within the range to receive more points.  This equation is capable of producing negative scores if the number of cards used is too low.  If this happens, the score for the card portion is automatically set to zero.

The fifth factor is the balance of the tree.  It is a value between 0 and 1.  The balance indicates how evenly subtrees contribute to the confidence of the rule.  Without this factor it is possible to generate rules that have high confidence by using a small subtree with two cards and then using SXOR and SOR to generate many small subtrees that apply to only a few sorts but use many unique cards between them.  The balance factor on a tree is defined recursively as follows:

· Card nodes have a balance of 1.

· G-operator nodes have a balance of 1 (because each subtree must be true for the G-operator to evaluate to true).

· S-operator nodes have a balance given by
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Where leftCount is the number of times the left side was true, and rightCount is the number of times the right side was true.  For SAND operators, this simplifies to min(left.balance(), right.balance()).
· The balance for the rule is the minimum balance of the antecedent and the consequent.

The first four components are each weighted by a user-specified multiplier, and the resulting values are multiplied together to achieve a total fitness ranking.  They are then scaled by the balance factor.  The overall fitness of illegal trees is set to zero.

The user provides most of the parameters used in the genetic algorithm, with the following exception:  When a tree that contains sub-trees is built, each location within the tree has an 80% chance of being a card, and a 20% chance of being an operator joining two sub-trees.  The following parameters are user-specified:

· minimum acceptable fitness

· minimum acceptable confidence

· number of generations

· population size 

· which operators are allowed 

· multipliers on support, confidence, G-operators, and card count evaluation factors

· minimum and maximum number of unique cards per rule

· minimum and maximum percentage of G-operators desired 

· crossover rate (likelihood a rule is crossed over rather than mutated)

· percentage of time a card or operator is changed vs. replaced by a new sub-tree 

· percentage of time a replacement sub-tree would be a single card vs. an operator joining two sub-trees.  

Note that this last parameter is different from the fixed parameter.  The last parameter is used to decide if a replacement tree will be a card or a tree.  Once this decision has been made, the fixed parameter is used to build the sub-tree.

3. Data and Results

3.1 data

The data used in this experiment are from the study on programming concepts conducted by Petre et al.4  Both educators and students participated in the study.  The student data were segmented according to the performance level of each subject.  Students received a score from 1 (failing) to 5 (extremely high) based on their performance in previous Computer Science classes.  The average of these scores was used to place them into one of the following groups: [1, 2), [2, 3), [3, 4), [4, 5), [5].  The respective sizes of these groups were 37, 140, 447, 223, and 97.  There were 1044 sorts from students and 158 sorts from educators.

Based on preliminary tests with the data, the following values were established to use as parameters for the algorithm.  The results obtained using these values are discussed below.

· The minimum acceptable fitness was 0.
· The minimum acceptable confidence was 50%.

· The algorithm ran for 200 generations.

· The population size was 3000.

· SAND, SXOR, and GAND operators were allowed.

· The weights of support, confidence, card count, and G-operators were set to 1.

· The number of unique cards desired was at least 6 and no more than 20.  

· The range for G-operators was 60% - 90%.
· The crossover rate was 50%.

· The change vs. replacement rate was set to 50%.

· The card vs. operator rate was set to 50%.

The algorithm was run for educators and each subset of students.

3.2 results

Cards joined by GANDs are listed as a set.  Subtrees are shown using parentheses.  Rules are displayed as antecedent ( consequent.  The top three rules for each subset are provided.  
3.2.1 educators

1.
(variable, constant) ( ((loop, boolean) SXOR ((state, abstraction) SXOR (method, thread))) SXOR


((array, type, tree, list, expression) SXOR ((encapsulation, choice) SAND (iteration, if-then-else)))


(Support: 50; Confidence: 60; Balance: 0.91)
2.  
(procedure, function) (
((loop, boolean) SXOR ((state, abstraction) SXOR (method, thread))) SXOR


((type, tree, list, expression) SXOR ((encapsulation, choice) SAND (iteration, if-then-else)))

(Support: 52; Confidence: 58; Balance: 0.93)
3. 
(constant, variable) ( ((loop, boolean) SXOR ((state, abstraction) SXOR (method, thread))) SXOR


((array, list, type, tree, expression) SXOR ((encapsulation, choice) SAND (iteration, recursion)))

(Support: 48; Confidence: 58; Balance: 0.93)

3.2.2 students in group [1, 2)

1.
(state, thread, decomposition) ( ((tree, list, array, iteration) SXOR (type, parameter, constant)) SXOR

((procedure, choice) SXOR (recursion, loop, event))


(Support: 29; Confidence: 100; Balance: 1.0)

2.
(thread, decomposition) ( ((tree, list, array, iteration) SXOR (type, parameter, constant)) SXOR


((procedure, choice) SXOR (recursion, if-then-else, expression))


(Support: 43; Confidence: 84; Balance: 0.91)

3. 
(thread, decomposition) ( ((tree, list, array, iteration) SXOR (type, parameter, constant)) SXOR


((procedure, choice) SXOR (recursion, loop, expression))


(Support: 40; Confidence: 78; Balance: 0.91)
3.2.3 students in group [2, 3)

1.
(loop, iteration) --> ((object, constant) SXOR (scope, parameter)) SXOR ((list, thread) SXOR ((function, method, variable) SXOR (dependency, abstraction, event)))

(Support: 45; Confidence: 66; Balance: 0.91)
2.
(if-then-else, loop) --> ((object, constant) SXOR (parameter, type)) SXOR ((thread, decomposition) SXOR ((method, variable) SXOR (event, abstraction, encapsulation)))


(Support: 47; Confidence: 56; Balance: 0.96)
3.
(loop, if-then-else) --> ((object, constant) SXOR (scope, parameter)) SXOR ((thread, list) SXOR ((method, variable) SXOR (event, abstraction, encapsulation)))

(Support: 46; Confidence: 55; Balance: 0.95)
3.2.4 students in group [3, 4)

1.
(loop, if-then-else) --> ((recursion, choice) SXOR (list, constant, array)) SXOR ((state, encapsulation) SXOR ((function, variable) SXOR (expression, scope)))

(Support: 45; Confidence: 56; Balance: 0.91)
2.
(loop, if-then-else) --> ((recursion, choice) SXOR (array, boolean, constant, list)) SXOR ((state, encapsulation) SXOR ((function, variable) SXOR (expression, scope)))

(Support: 45; Confidence: 56; Balance: 0.90)
3.
(if-then-else, loop) --> ((event, expression) SXOR ((recursion, choice) SXOR (list, boolean, constant))) SXOR


((state, abstraction) SXOR ((function, variable) SXOR (thread, scope)))

(Support: 45; Confidence: 56; Balance: 0.92)
3.2.5 students in group [4, 5)

1.
(function, method) --> (((event, encapsulation) SXOR (procedure, choice)) SXOR ((recursion, dependency) SXOR (object, scope))) SXOR (boolean, constant, type)


(Support: 48; Confidence: 61; Balance: 0.96)
2.
(method, function) --> (((event, encapsulation) SXOR (procedure, choice)) SXOR ((recursion, dependency) SXOR (object, scope))) SXOR (boolean, constant, type)


(Support: 48; Confidence: 61; Balance: 0.96)
3.
(loop, iteration) --> (((event, encapsulation) SXOR (procedure, choice)) SXOR ((recursion, decomposition) SXOR (object, scope))) SXOR (boolean, constant, type)


(Support: 47; Confidence: 60; Balance: 0.96)
3.2.6 students in group [5]

1.
(variable, parameter) --> ((dependency, scope, encapsulation) SAND (function, method)) SXOR (((boolean, abstraction) SXOR (if-then-else, thread)) SXOR ((tree, state) SXOR (iteration, array)))


(Support: 53; Confidence: 65; Balance: 0.93)
2.
(variable, constant) --> ((dependency, scope, encapsulation) SAND (function, method)) SXOR

(((decomposition, parameter) SXOR (if-then-else, thread)) SXOR ((loop, choice, expression) SXOR (iteration, array)))

(Support: 51; Confidence: 62; Balance: 0.91)
3.
(variable, constant) --> ((dependency, scope, encapsulation) SAND (function, method)) SXOR

(((decomposition, parameter)SXOR(if-then-else, choice, procedure))SXOR ((tree, event) SXOR (iteration, array)))

(Support: 50; Confidence: 61; Balance: 0.93)
4. Conclusions

The goal of this research was to develop a genetic program to mine association rules in large card sorts.  The same design can be applied to other card sorting exercises or any data sets in which two levels of relationships exist.  According to the program’s results, participants frequently divided the cards in two distinct ways: low-level, concrete concepts and high-level, abstract concepts.  The participants’ comments about their card sorts confirmed this result; they named their low-level groups with names like “low-level programming concepts” and “syntax.”  At the high-level end, they created groups called “higher level concepts.”  Another observation that can be made is that the educators’ groups are typically larger than those of the students, showing a greater consensus among the educators.  This research is currently being extended to remove any groups of cards that students labeled “Don’t Know” or “Does Not Apply” from the resulting association rules.  The goal of this is to glean more insight into what students do know instead of focusing on data extraneous to the sorting criteria students used.
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