Thoughts and Inspirations

By Jonathan Pickard

After researching many different types of artificial intelligence I have come to the conclusion that the future of automated music lies not in the newest and most fancifully techniques, rather with techniques that have been around for years.  These techniques, through simplistic to generalize are hard to model.  Though I have discussed some of these techniques (i.e. expert system and genetic algorithms) in the previous paper, I will now discuss the latest research and applications of these techniques and tie them into music generation.

It has been my contention that music is one of the most intriguing activities of human intelligence, and by trying to model the way humans create music we get closer to understanding the human mind.  It has also be my thought that true autonomous music creation cannot be developed without modeling the musician, and a skilled musician should be able to perform specialized tasks such as composition, analysis, improvisation, and playing instruments, but also less specialized ones, such as reading a concert review and talking to other musician.  As I realized in previous research it is not the specialized tasks that are hard to emulate, but the less specific ones.  For true autonomous composition we must look at emerging technologies that tackle these general task.  And at the forefront of this effort is Doug Lenat.

Doug Lenat is considered one of the greatest computer scientists that has ever lived.  For almost thirty years Doug has contributed to the field of artificial intelligence with unwavering attention.  Though I will not go into great detail, Doug’s story is a very romantic one, his love for science developed from the adversity he faced as a child.  This love led him to get his PH. D. in computer science at Stanford.  For his post-graduate thesis Lenat invented AM, which earned him the bi-annual IJCAI Computers and Thought Award in 1977.  AM was created to “develop new concepts” under the guidance of sets of heuristic rules (a.k.a. an expert system).  More precisely Lenat developed a machine that attempted to learn by discovery.  The heuristic rules applied to AM were responsible for the following actions: select which concept to explore next, find information about a particular facet, recognize simple relationships between concepts, define new concepts, and estimate how interesting a concept is.  

While attending a computer science conference Doug was introduced to the President of MCC (Microelectronics and Computer Technology Program), founder of many products dealing with artificial intelligence.  Doug soon joined the team, becoming the founder of MCC’s most famous endeavor the “human computer” Cyc.  Doug noted, “computer programs were unable to expand beyond their original scope” and that artificial intelligence was “hitting the same brick wall.  If something lacked common sense … it ended up extremely brittle.”  Obviously, Doug’s view is very similar to mine and relates to autonomous music creation.  This “common sense” is comparable to the general tasks a virtual musician must master in order to create truly autonomous music.  To tackle this problem Lenat created CYC, as in enCYClopedia, a program that learns by instilling it with “common sense,” using a database.  Lenat believes that “common sense” will enable programs to “keep growing.”  This “common sense” database was created not by specialists (i.e. botanists) but by chemists, philosophers, and musicians.  It is believed that specialists would be too specific, for Cyc’s purposes everyday knowledge was needed, some examples are: you have to be awake to eat, you can usually see people’s noses but not their hearts, and you cannot remember events that have not happened yet.  After millions of concepts were entered into Cyc’s knowledge base, over a period of 10 years the Cyc project has move into information management.  Lenat is now in the process of integrating Cyc into current computer systems, and making a substantial profit with the backing of companies such as Microsoft.  

Cyc is by no means complete; the newly restructured company Cycorp based around Cyc, is now developing CYC-Bases Natural Languages, a system with the ability to “understand” natural languages.  This is fantastic news because the study of the relationship between spoken language and music is as old as the music of the Western culture, and there has already been some music creation using formal grammars as indicated in my previous paper.

Cyc is simultaneously moving into another exciting stage of development, it is trying to learn things one its own, and producing some funny results.  Cyc concluded “everyone born before 1900 was famous, because all the people that it knew about and who lived in the earlier times were famous people.”

Following my philosophy that truly autonomous music creation is only possible with a system that emulate “general” tasks, I set out to develop a system that would somehow develop music using readily available technology.  This effort lead me to the creation of a system that used user input as well as specialized genetic algorithms to produce music.  My hypotheses is that semi-autonomous techniques combined with user (human) input would lead to “music.”

My current system is relatively elementary using linear musical notation [a sequence of notes, in which one ends before the next begins], which will eventually “conceive” musical melodies.  First, my system conceived/creates a group of self-contained random musical elements called a population.  Then using this current population, I could bread a new generation of elements.  However, (similar to the evolutionary process,) the elements in this new generation were not always satisfactory [they did not sound good] and I, the user, would selectively choose the elements that I considered to be the most “fit.”  Upon generating the “fit” generation, the process would start over again, creating new generations of musical elements.  Though simplistic melodies were created (due to linearity), elements develop that are quite pleasing.  This technique is advantageous while excluding the products of the system, because it shows people the relationship between what we can grasp with our human mind and what we cannot.  It shows the complexity of the human mind in relation to easily definable systems.

It is unclear if humans will ever be able to grasp the complexity of the mind, because it is our brains that tell us about its own inner workings.  Maybe the mind is not complex at all; we just think that because our brain tells us that this is so.  Maybe, the solution is relatively simple, and Lenat’s ideas concerning generalizations will lead to AI systems equivalent to the human mind.  Yet, I venture to say that the answer will not come any time soon.  Yet the future AI including music creation lies in systems with the ability to learn.  “AI” systems that just model other systems (i.e. molecules and other natural events) are in my mind cheap imitations of true AI.  Thusly, specific learning processes seen in genetic algorithms, neural networks, and Lenat’s rule based systems will be the new quest in AI research.  It is clear to me that music creation with regards to AI will in the near future benefit from the combination of AI systems and musicians/user input. 
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